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Description of the Project

● Goal: implement a 32-bit hardware Run-Length Encoder (RLE) that 

computes (1) run_count = number of runs of consecutive 0s/1s, and (2) 

max_run = longest contiguous run length in the 32-bit input word. 

● 8-bit interface: to meet the ≤23 pin constraint while still supporting full 

32-bit input/output, the top-level streams data over an 8-bit bus (4 

cycles in, 4 cycles out). 

● Top-level I/O (23 pins): inputs {clk, rst_n, start, in_valid, in_byte[7:0]} and 

outputs {out_valid, out_byte[7:0], ready, busy}. 

● Architecture: two cooperating blocks—an external I/O wrapper 

(rle_project) that handles byte assembly/serialization, and an internal 

compute FSM that performs the RLE scan.

● https://zfgames.org/rle_engine.html 

https://zfgames.org/rle_engine.html


Description of Testbench

● Clock + reset: a free-running clock (forever #DELAY_NS clk=~clk) and a reset_dut() task that holds rst_n=0 

for several cycles, then releases and starts tests from a known state.

● Input  matches I/O protocol: send_word() transmits the 32-bit test vector as 4 bytes.

● Self-checking output: receive_output() waits for out_valid and reconstructs the 32-bit output from 4 

output bytes LSB-first, matching the design’s 4-cycle output serialization.

● Reference model: compute_expected_rle() is a software RLE model that scans the 32-bit input and 

computes expected {max_run, run_count}, run_test() extracts hw_max_run and hw_run_count from the 

received 32-bit output and prints PASS/FAIL details.



Description of Testbench Continued

● Assembly Verification: test_input_assembly() intentionally looks under the DUT once the FSM 

reaches S_LOAD to confirm the byte-to-word assembly is correct before relying on the rest of the 

pipeline.

● Directed test set for coverage: all-zeros, all-ones, alternating bits for max transitions, mixed 

long/short runs, repeated-byte patterns (A5/F0), a two-run split (16/16), a random word 

(DEADBEEF), and an edge-case with a single 1. These collectively stress: long runs, many short runs, 

frequent run closures, and boundary conditions in the final-run close.



Code Coverage

● Code coverage: the DUT shows ~96% overall, ~96% 

code, 100% block, 100% expression, ~91% toggle, 

and 100% FSM coverage 

● FSM 100%: our directed test suite was built to force 

the machine through every internal state and key 

transitions by using patterns with long runs 

(all-0/all-1), maximum transitions (alternating), 

mixed runs, and edge cases 

● Toggle coverage isn’t 100%: some bits/registers 

don’t naturally toggle in every run, so toggle tends to 

be the last metric to reach 100% even when 

functionality is correct.



Summary of 
the Flow



Innovus 
Implementation 
Flow



Static Power Analysis: Key Takeaways

Overall Power Distribution:
- Pads dominate total power consumption, far 

exceeding the power required by internal logic.
- I/O pads and clock signals consume the most 

power due to driving large external 
capacitances. (Switches)

- Core logic power is significant but localized, 
mainly concentrated in the top left region of the 
chip

- Large portions of the chip consume near-zero 
power, indicating efficient area utilization.

Major Finding:
- The design is I/O power dominated, not logic 

power dominated.

Total Instance Power

Instance Leakage Power



Power Types & Density Insights

Switching vs. Leakage Power:
- Switching power is almost entirely attributed to the 

pads, primarily due to large external loads
- Internal logic has minimal switching power, 

indicating limited internal activity.
- Leakage power is low
- Leakage is highest in pads and core logic, but 

remains negligible overall.
Power Density Observations:

- Highest power density occurs in internal logic, not 
pads

- This is due to the small area and active transistors 
in the core

- Confirms expected behavior for a logic-centric 
region.

Major Finding:
- While pads consume more total power, core logic is 

the thermal hotspot due to high density.

Instance Total Power Density



Performance, Activity & Capacitance

Timing & Slack: 
- Near zero slack across the chip
- Very fast signal propagation
- Strong timing performance
- Potential for scaling to larger designs

Switching Activity:
- Clock shows the highest activity, as expected.
- Most logic switches < 0.2 times per cycle, 

confirming efficient operation.
Loading Capacitance:

- Output pads have the highest load capacitance
- Internal logic has almost no capacitive loading
- Input pads show moderate loading driven by 

outputs
Major Finding:

- Performance is clock dominated, with low 
internal switching and minimal delay.

Instance Activity
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Dummy OD and Dummy Metal Layers

Dummy Oxide Diffusion Dummy Metal
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